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ABSTRACT: This paper reports on results gathered 
during a case study using a web maintenance tool 
called Perlbot. The main objective of the study is to 
observe the history of modifications made on various 
web documents. Based on selected metrics, we collect 
data with respect to how such sites are maintained and 
evolve. The data gathered support our hypothesis that 
there is a worldwide tendency to accumulate large 
numbers of stale documents over long periods of time. 
Moreover, our quantitative results reveal inconsistent 
web maintenance activities spanning over various 
international sites. 
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1. INTRODUCTION 
The World Wide Web (WWW), or simply the web, is 
an architectural framework for accessing linked 
documents spread out over thousands of computers all 
over the Internet [1].  Since its inception and first 
release the WWW has being gowning in a tremendous 
rate.  Statistics on the growth of the Internet and the 
Web can be found in [4] and [9].  

The flexible nature of the Web gives rise to 
serious maintenance problems [3].  The order in which 
links are organized in web documents is left to the 
discretion of the creator of such documents.  
Considering the number of computers connected to the 
Internet and the number of documents on the web, the 
connections among these documents are extremely 
complex. Web sites typically entail hypertext 
documents, images, graphics, application files, audio, 
and video files.  New information is added to the Web 
at a rapid rate.  Some information is altered very often, 
while some others are static for a long period of time.  
Locations of existing documents may be changed and 
existing documents may expire or be removed, 
resulting in a large number of broken links.  

Maintenance of a website on the World Wide Web, 
therefore, is a very difficult task.  The website must be 
actively maintained to prevent a structural collapse 
[2].   

Over the last decade, web robots or spiders 
have been developed, which are used to traverse web 
sites for indexing purposes, maintenance assistance, 
and/or gathering of statistical information. Appendix B 
contains a table with selected web robots, both 
commercial and academic, which includes their 
features and functionality. In addition, we see recent 
work aimed at establishing metrics for measuring 
various maintenance activities performed on web sites 
[5] and [7].  

In section 2 of this paper, we describe a case 
study using a web robot called Perlbot, which we 
developed in order to observe how web sites evolve 
over time. The results of the case study are interpreted 
and summarized.  Finally, we conclude by discussing 
our future directions.  
 
2. A CASE STUDY 
We conduct a case study on selected web sites using a 
web robot named Perlbot [6]. We designed Perlbot to 
comply with the proposed guidelines for web robot 
authors [8] (see Appendix A). For the implementation 
of Perlbot, we used the Perl programming language. 

The framework of the case study is 
summarized in Table I. It includes various 
international web sites visited, the metrics used, and 
the initial settings for operating the Perlbot web tool. 
Among others, some of the metrics used during the 
case study for each web site visited include the 
percentage of broken links found, the total number of 
traversed hypertext documents, and the headers 
received from the visited site. The headers provide 
information such as the server type, document type 
and the last modified date of the document.  From the 
data gathered we build a report, which includes the 
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percentage of broken links, the percentage of non-
HTTP links, the percentage of restricted links and the 
percentage of non-HTTP links for each website 
visited. In addition, the number of Javascripts, number 
of sites using cookies, number of application files (e.g. 
pdf, MSword, etc.), and the last-modified date of each 
document are gathered. Finally, Perlbot’s settings 
include the scheduled time (i.e. time to start the 
execution), the maximum depth of traversal, the slow-
page-time-out (i.e. the maximum wait time for 
response from a slow server), and the pause time (i.e. 
the time interval between two successive requests to 
the same server). 
 

Table I : Framework of the case study 
 

Websites 
Visited 

SARU = { Rhodes University, South Africa}   
SACT = { University of Cape Town, South 
Africa}   
USUT = { University of Tennessee, USA}   
USFL = { University of Florida, USA}   
NURU = { Novosidirisk State University, 
Russia}   
ULFR = { University of Limoges, France}   
NUCO = { National University of Columbia, 
Columbia}   
HKCU = { Honk Kong City University, Honk 
Kong}   
IITB = { Indian Institute of Technology, India}   
UCGR = { University of Crete, Greece}  

Metr ics � Percentage of broken links 
� Percentage of restricted sites 
� Percentage of non-HTTP sites 
� Number of sites using Javascripts 
� Number of sites using cookies 
� Last-modified date of the sites 
� Robot search time 

Robot 
Settings 

� Maximum depth of traversal = { 2 levels}  
� Slow page wait time = { 900 seconds}  
� Pause time between requests = { 5 

seconds}  
� Scheduled time = { date and time for 

launching}  

 
The time it takes to complete traversing a site depends 
on the number of links in the site, maximum traversal 
depth, geographic distance between the site and 
Perlbot’s host, number of users connected to the 
server when the traversing is in progress, pause time 
between requests, slow page wait time (also called 
slow page time out), and the communication 
infrastructure between the site and Perlbot’s host.  All 
the factors mentioned above affect the speed of 
Perlbot.  To reduce these dependencies, the values of 
maximum traversal depth, pause time between 
requests, and the slow page time out are kept constant 
at 2, 5 seconds and 15 minutes, respectively.  We 
assume that the number of users after midnight is 
fewer than during the day.  To reduce the effect of the 

user factor, the robot is launched on the selected sites 
at midnight. 
 
Quantitative Data 
Figure 2.1 shows the percentage of broken links found 
on the visited web sites. The percentage ranges 
between 0% in the case of the UCGR site and 7.5% at 
the NUCO site. 
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Figure 2.1: Percentage of broken links found in 
visited web sites 

 
 Restricted web links are links that comply 
with the robot exclusion protocol [8]. Figure 2.2 
shows the presence of restricted sites found during the 
case study.   
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Figure 2.2: Percentage of restricted links found in 
visited web sites 

 
From figure 2.2, we can see that the sites ULFR and 
USFL have the highest percentages (5.9% and 5.8% 
respectively) of restricted links. Note that the high 
incidence of links using the robot exclusion protocol 
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in the American and French sites show a high level of 
awareness about the protocol among the Web site 
managers of these sites. 
 Non-HTTP links use different protocols other 
than the HTTP protocol [1].  The commonly used non-
HTTP protocols include e-mail, FTP, Gopher, etc.  
The plots with the percentages of non-HTTP links are 
shown in figure 2.3.  The majority of non-HTTP links 
represent e-mail addresses.  The percentage of non-
HTTP links in all the sites is less than 11% of their 
total links.  This shows that about 90% of the links 
found point at web documents. This is an indication 
that the web continues to be the most favorite 
information-sharing scheme on the Internet. 
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Figure 2.3: Percentage of non-HTTP links found on 
visited web sites 

 
 Javascripts are programs that make a site 
more lively and interactive. HTML pages are basically 
static. That is, we cannot change the way the page 
looks once it is loaded.  On the other hand, Javascripts 
can link, play sound-files, change images, create new 
windows, manage things called form fields, and 
perform mathematical calculations. Figure 2.4 shows a 
plot with the number of Javascripts found in each 
visited web site.   Javascripts can be used to create 
animation effects in a Web page.  However, with 
Javascripts, it takes more time for the browser to load 
and display the page than a static HTML page.  In the 
data shown in figure 2.4, we can observe a high 
interest in Java in the sites USFL and USUT and no 
Java applications in the sites UCGR, IITB, SARU, and 
HKCU.  This demontrates the level of penetration of 
modern application technologies in these sites. 
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Figure 2.4: Number of Javascripts found in the visited 
sites 

 
Cookies are pieces of information that an 

HTTP server can store on the client’s computer. 
Cookies are used to make the client identify itself to 
the server and this identification can enable the server 
to customize the requested Web page for the client.  
Figure 2.5 shows the plot of the number of cookies 
found in each site.  We can see that the sites USFL and 
USUT have the largest number of cookies. 
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Figure 2.5: Number of cookies found in the visited 
web sites 

 
Finally, figure 2.6 shows the time Perlbot needed to 
complete the search for each visited site. The search 
time is shown in minutes.  
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Figure 2.6: Search completion time in minutes 
 
Data on the history of modifications 
Headers of Web documents often provide information 
regarding the day and time of the last modification.  In 
our analysis of last modified dates of the documents, 
we consider only documents whose headers contain 
the last modified date.  For the sake of better 
documentation, we decided to record the last-
modification dates of each document type separately.  
The type of documents found in the sites visited are 
classified into HTML documents, ASCII text or plain 
text documents, images which may be .jpeg or .gif 
type, application documents like .pdf files, octet-
stream, MSword, etc., graphics, audio and video. 
 The distribution of last-modified dates of 
different types of documents is shown in figures 2.7 
through figure 2.11. The days since last modification 
is divided into periods of one month in retrospect 
starting from November 12, 1998, back to November 
12, 1997.  Files that are modified before November 
12, 1997, is shown in the graphs as ‘> Nov 11 1997’  
and they are termed stale documents. 
 Figure 2.7 shows the percentage of plain text 
documents updated over the above-mentioned time 
period in steps of one month till November 12, 1997 
and the percentage of documents updated before 
November 11, 1997.  We observe that sites UCGR and 
NUCO have no updated plain text documents.  The 
site NURU has 43% of plain text documents updated 
between November 12, 1998, and October 12, 1998.  
In all the sites containing plain text files, these files are 
steadily updated over the rest of the period and the 
documents that were not updated after November 12, 
1997, are summed up.  This figure shows that in all the 
sites tested (except for NURU), less than 13% of plain 
text files in each site were updated between November 
12, 1998, and October 11, 1998.  Significantly, except 
for the site NURU, the sites had more than 25% of 

outdated documents.  The site USFL has the largest 
percentage (45%) of stale documents and the site 
NURU has the lowest percentage (10%) of stale 
documents. 
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Figure 2.7: Distribution of last-modified dates of plain 
text files. 

 
Figure 2.8 shows the distribution of last-

modified dates of image-jpeg files.  We observe that 
the site USUT has the largest percentage (20%) of 
image-jpeg documents updated between November 12, 
1998, and October 12, 1998.  During this period, less 
than 8% of the documents were updated in other sites.  
Note that the site SARU has nearly 70% of the image-
jpeg documents that were updated between September 
11, 1998, and August 12, 1998.  All the image-jpeg 
files in the site NUCO were not updated after 
November 11, 1997.  Except for sites NUCO, UCGR, 
and ULFR, the image-jpeg files were updated steadily 
over the entire period under consideration. 
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Figure 2.8: Distribution of last-modified dates of 

image-jpeg files. 
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Figure 2.9 shows the distribution of last-
modified dates of image-gif files.  We observe that the 
site NURU has the largest percentage (42%) of the 
documents updated between November 12, 1998, and 
October 12, 1998. Significantly, none of the image-gif 
files in the site UCGR were updated after November 
11, 1997.  Similarly, 97% of the files in NUCO, and 
nearly 87% of the files in IITB have not been updated 
after November 11, 1997.  As shown in figure 2.9, the 
image-gif documents also see a steady update activity 
during the period between November 12, 1998, and 
November 12, 1997.  Also, the majority of sites 
(except for UCGR, NUCO, and IITB) have 25% to 
50% of documents that were not updated after 
November 11, 1997. 
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Figure 2.9: Distribution of last-modified dates of 

image-gif files. 
 

Figure 2.10 shows the distribution of last-
modified dates of application files.  The site USFL has 
the largest percentage (50%) of the application 
documents updated between November 12, 1998, and 
October 12, 1998.  None of the application documents 
were updated during this period in the rest of the sites. 
Significantly, the site NURU has all the documents 
updated between October 11, 1998, and September 12, 
1998.  Similarly, all the application documents in the 
site NURU were updated between August 11, 1998, 
and July 12, 1998.  Unlike the other documents 
discussed above, only HKCU and USUT have stale 
documents and all the other sites (IITB, UCGR, and 
NUCO) either have no application documents or have 
updated documents. 

0

20

40

60

80

100

120

Nov
12

'98
 - 

Oct1
2'9

8

Oct1
1'9

8 
- S

ep
12

'98

Sep
11

'98
 - 

Aug
12

'98

Aug
11

'98
 - 

Ju
l12

'98

Ju
l11

'98
 - 

Ju
n1

2'9
8

Ju
n1

1'9
8 

- M
ay

12
'98

M
ay

11
'98

 - 
Apr

12
'98

Apr
11

'98
 - 

M
ar

12
'98

M
ar

11
'98

 - 
Fe

b1
2'9

8

Feb
11

'98
 - 

Ja
n1

2'9
8

Ja
n1

1'9
8 

- D
ec

12
'97

Dec
11

'97
 - 

Nov
12

'97

 >
 N

ov
11

'97

Days since last-modification

P
er

ce
nt

ag
e 

of
 a

pp
lic

at
io

n 
fil

es

SARU HKCU IITB SACT NURU ULFR UCGR NUCO

USUT USFL

 
Figure 2.10: Distribution of last-modified dates of 

application files. 
 

Figure 2.11 shows the distribution of last-
modified dates of HTML files.  The site NURU has 
nearly 72% of HTML documents updated between 
November 12, 1998, and October 12, 1998.  In 
general, the sites had larger percentages of updated 
documents between November 12,1998 and October 
12, 1998.  In addition, we can observe a steady fall in 
the percentages of HTML documents updated in the 
period between October 12, 1998, and November 12, 
1997.  Overall, we can observe a large percentage of 
stale HTML documents in the sites visited (except in 
NURU and USFL). 
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Figure 2.11: Distribution of last-modified dates of 

HTML files.   
 



 6

 
 
3. CONCLUSIONS 
From our data, we observe that there is a large number 
of restricted links in the sites USUT and USFL, which 
are located in North America.  As we discussed 
before, the restricted links are links that use robot 
exclusion protocol to keep out unwanted robots from 
their site.  This observation shows a widespread use of 
the robot exclusion protocol in two North American 
geographic locations.  A majority of sites visited in 
other parts of the world has less than 1% of sites using 
the exclusion protocol.   

In addition, it was found that all the sites 
visited had more than 90% of links using the HTTP 
protocol.  This shows the growing popularity of the 
HTTP protocol over other Internet access programs 
like FTP, Gopher, etc.   

As discussed earlier, cookies and Java 
application programs are turning the Web into a more 
interactive medium.  Although we find that the use of 
Java application programs (Java applets or 
Javascripts) is small compared to HTML, the sites 
USFL and USUT have the largest number of Java 
application programs in their site.  One reason for 
finding, at the time of this study, a smaller number of 
Java programs in the Web is that HTML programs are 
easy to write compared to Java application programs. 
Since nonprofessionals dominate the Web, it appears 
that HTML based programs will continue to be 
popular.  

Also, we observe that since cookies are state 
information written to the hard disk of the client 
server, there are controversies surrounding its use.  
This may be one of the reasons for its low application 
found in this study.  Another reason may be the lack of 
knowledge among the novice Web authors (who 
constitute the majority of Web page owners) about 
how to implement cookies. 

The statistical distribution of the last 
modified dates of the documents showed that a 
majority of plain text documents and image documents 
(both jpeg and gif types) were found to be more than 6 
months old.  In the case of HTML documents, all but 
one sites entailed a majority of documents that were 
more than 6 months old. We should note that some 
documents, such as historical documents, do not need 
revision as far as the contents are concerned.  
However, in the context of web maintenance and 
evolution, the format of these documents can be 
updated or newer developments in the Web (like 
multimedia and animation) can be used to present 
these documents in a better way.  In general, the plots 
show that a large number of documents were not 
updated. This happens because the owners of such 

documents do not know how to modify them or they 
don’ t have the resources needed to create the 
documents.  It is our conclusion that stale documents 
exist and they significantly add to the complexity of 
the Web maintenance problem.  
 
4. FUTURE WORK 
We wish to further enhance the functionality of 
Perlbot to include processing capabilities of other 
access protocols like FTP, Gopher, e-mail, etc.  The 
robot can be extended to process sites using frames, 
which allow authors to present documents in multiple, 
independent windows.  In addition, the performance of 
Perlbot can be improved by simultaneously scanning 
multiple pages as done by some commercial web 
robots.  This means, requesting a server connection for 
different servers at the same time.   

The robot can also be improved to notify 
newly updated pages (where the user can specify the 
period within which a modification is performed).  For 
example, if the user wants to know the pages that were 
modified within the past 10 days, the robot should be 
able to notify these pages.  Moreover, Perlbot can be 
enhanced to request a document only if it was 
modified since the last visit.  The robot can also be 
improved to notify pages that have an expiration date.  
Qualitative and quantitative data reports can be 
processed dynamically when Perlbot completes the 
run.  It can be expanded to process XML documents, 
Javascripts, etc.  A graphical user interface can be 
created to show a visual map of the site highlighting 
changed sites or problem areas (broken links or access 
problems).  Finally, Perlbot can be extended in order 
to process dynamically generated pages (e.g. CGI 
applications). 
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APPENDIX A 

Guidelines for  Web Robot Authors 
Among others, a “well-behaved”  robot should comply 
with the following guidelines: 
œ Identifying the robot:  Use a HTTP User-agent 

field to identify the robot.  The robot should be 
run on a machine registered in the DNS. 

œ Identifying the author:  The author should provide 
his/her e-mail address in the From field 
(supported by HTTP to identify the user who runs 
the WWW browser).  

œ Announcing the release of robot:  Appropriate 
authorities should be notified before running the 
robot. 

œ Physical presence: The author should be 
physically present while robot is running.  
Notifying the authorities: If the robot author is not 
the system administrator, the robot author should 
tell the system administrator about implementing 
a robot.  

œ Testing locally: Repeated test on remote servers is 
not advisable.  Instead a number of local servers 
should be used to test the robot. 

œ Slowing the robot: The robot should be made to 
sleep between document retrievals.  Retrieving 
one document per minute is a lot better than one 
per second. 

œ Checking the results:  The results should be 
checked often when the robot is running. It gives 
the robot author valuable information on the 
traversal process. 

œ Avoiding looping:  The robot must remember all 
the places it visited, so that looping can be 
avoided. This will save time. 

œ Running at opportune times:  On some systems 
there are preferred times of access, when the 
machine is only lightly loaded. 

œ Avoiding frequent running:  Frequent running 
may not be very helpful.  When re-running it, with 
the help of previous data, we should know which 
URLs to avoid and which URLs are volatile. 

œ Staying with it:  Keep certain statistics; such as 
the number of successes/failures, the hosts 
accessed recently, the average size of recent files. 
Commands that suspend or cancel the robot, or 
make it skip the current host can be very useful.  

œ Sharing results:  All the results and information 
gained in the robot traversal are to be stored. The 
raw results should be made available so that other 
people can use it. 
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APPENDIX B: Feature Compar ison of Selected Web Robots 
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Web Quality Control Features               
Identify broken links A A A A A A A A A A A A A A 
Identify restricted URLs A A  A A   A A  A  A  
Identify expired URLs A  A A A        A  
Discover slow pages A A A  A          
Discover missing images A A A  A A  A A A A   A 
Multi-tasking(for fast analysis) A A A A           
               
Configuration Features               
Multiple URLs in sweep A A A A           
Website depth A A  A A        A  
Image read exclusion A A  A         A  
Schedule settings   A         A A A  
Ignore robot exclusion standards  A          A A  
Option to test internal or all links A   A       A  A  
Retesting only problem links A   A         A  
Control speed of external  testing A   A       A  A  
Check password protected page A   A         A  
Multi-site management    A A        A  
Maintain history of tested URLs    A     A   A A A 
               
Repor ts               
Site Atlas/Map A A  A           
Page summary with statistics A A  A A      A A A  
Link summary A A  A       A A A  
Problem pages report A A A A A      A A A A 
               
Repor ting Features               
Graphical site statistics A A  A           
Hyperlinked graphic summaries  A A        A   A 
Dynamic page analysis A A  A           
Animated feedback during sweep  A              
Action tracking A              
More information can be found at the following URLs: 
FetchRover  and SmartSpider : http://www.engsoftware.com  
CyberSpyder : http://www.cyberspyder.com/cslnkts1.html  
Katipo: http://www.vuw.ac.nz  
Webcrawler : http://info.webcrawler.com/mak/projects/robots/robots.html  
Astra SiteManager : http://www.tbi.com  
SiteSeer : http://www.dur.ac.uk/CSM 
Per lbot: http://eagle.tntech.edu/www/acad/ece/ 
SiteSweeper : http://www.sitetech.com  
L inkbot: http://www.tetranetsoftware.com/products/index.htm  
L inkScan: http://www.epa.gov/oar/linkscan/docs  


